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Markov decision process



Reward structure
Rewards?



Exploration vs exploitation
Exploration = trying out new actions (or policies) to
gather information about the environment 
Exploitation = using the best known action/policy so far

to maximise immediate reward, based on what you’ve
learnt.

Why the trade-off matters:
Pure exploration → wasted opportunities (you don’t
leverage what you already know).
Pure exploitation → risk of getting stuck in a sub-
optimal policy because you never try alternatives.
The goal: balance so that you learn enough while also
earning good reward.



The ε-Greedy Approach
What is ε-Greedy?

With probability ε you explore (choose a random action); with

probability 1 − ε you exploit (choose the best action so far).

Key trade-offs / notes:

Larger ε → more exploration (better long-term knowledge)

but lower immediate reward.

Smaller ε → more exploitation (higher immediate reward) but

risk of missing better actions.

Decay schedule is important: often start high ε, reduce as

learning progresses.



bellman’s equation
Value Function

V(s) = maxₐ Σ P(s'|s,a)[R(s,a,s') + γV(s')]

Action-Value Function
Q(s,a) = Σ P(s'|s,a)[R(s,a,s') + γ maxₐ' Q(s',a')]

Optimal Policy
π*(s) = argmaxₐ Q*(s,a) - choose action with highest Q-value



bellman’s equation
What we genrally use

Q(s,a) = R(s,a) + γ maxₐ' Q(s',a')



Q-Learning
You first RL Algorithm

It's a type of machine learning where a computer learns to make smart

decisions by learning from its mistakes, just like we do.

But isn’t that what all ML Algorithms do ??

Yes, but It differs from others because:

To begin with you have an environment to interact with instead of a

ground truth dataset.

In Q learning you arn’t training a model, you train an agent to

develop a decision making policy.

Interact with 
Environment
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 FeedbackUpdate
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Your goal is to create a cheate sheet for all possible state and action pair, so essentially you have to make a table

called “Q-table”.

HOW DOES IT WORK



Q-Learning
Initialize Q-table with arbitrary values (often zeros)

Q(terminal state, .) = 0.

Initialize parameters: learning rate (α), discount factor (γ).

For each episode:

      Initialize the starting state (s).

      Repeat (for each step of the episode) until s is terminal:

            With probability epsilon choose random action(a) (exploration)

            or

            Choose an action (a) from state (s) with the maximum Q-value (exploitation).

            Take action (a), observe the immediate reward (r) and the new state (s').

            Update the Q-table entry Q(s, a) using the Q-learning update rule:

            Q(s, a) ← (1-α) Q(s, a) + α * [r + γ * max_a' Q(s', a')]

            Set the new state as the current state: s ← s’
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